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ABSTRACT  

This study aims to develop a systematic procedure and 

several tools to assess cavitation characteristics and their 

impacts on propeller hydrodynamics and underwater 

radiated noise (URN). A series of physical model tests was 

conducted in a cavitation tunnel to capture propeller 

hydrodynamic performance under varying loading and 

cavitation conditions. Time-resolved measurements of 

shaft thrust, torque, and efficiency were combined with 

high-speed stroboscopic video imaging synchronized to 

document cavitation inception, location, types, and extent. 

These datasets provide opportunities to correlate cavitation 

characteristics with changes in propeller performance 

parameters. To conduct this analysis, a dedicated tool was 

developed that overlays video frames with corresponding 

performance time-series data, thereby directly linking the 

onset and growth of blade cavitation to deterioration in 

hydrodynamic performance. This R&D endeavour also 

involved implementing a machine-learning-based image-

processing algorithm to automatically detect cavitation 

inception, classify cavitation types, and quantify the time-

dependent extent and location of cavitation. The resulting 

image-derived data will enable systematic correlation of 

cavitation characteristics with hydrodynamic performance.  

This paper presents details of the data/video processing 

procedure, ML-based image processing procedure and the 

applications of the developed tools for linking selected 

propeller hydrodynamic performance data to the 

corresponding cavitation characteristics for representative 

operating conditions. The integrated tool provided a 

powerful approach for characterizing the complex 

correlations between cavitation dynamics and propeller 

performance. It is expected to support the optimization of 

propeller designs to minimize performance deteriorations 

and reduce URN signatures. 
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1 INTRODUCTION 

 

1.1 Background and Motivation 

From a data and systems perspective, cavitation of marine 

propulsors is a complex, multimodal, time-dependent 

phenomenon that remains poorly quantified in existing 

workflows. While cavitation tunnel experiments routinely 

generate high-quality performance measurements, such as 

thrust, torque, and high-speed video recordings, the 

integration of these heterogeneous data streams remains 

limited. In most studies, cavitation characterization is 

based on manual inspection of images or selected frames, 

yielding qualitative descriptions that are difficult to 

reproduce, compare, or use for model validation. 

This gap is fundamentally a data fusion and interpretation 

problem. Cavitation is inherently dynamic, yet 

experimental observations are often treated as static 

annotations, while performance measurements are 

analyzed independently as time series. As a result, the 

causal relationship between cavitation events (e.g., 

inception, growth, collapse) and changes in hydrodynamic 

performance or underwater radiated noise (URN) is not 

explicitly resolved. From a computational standpoint, this 

disconnect limits the ability to build predictive models, 

validate simulations, or automate analysis. 

The increasing need to predict and mitigate URN further 

amplifies this challenge. Cavitation-induced URN is 

strongly linked to transient flow structures, such as tip 

vortex breakdown and localized vapour collapse, that are 

not readily captured by time-averaged quantities alone. 

This requires time-resolved, synchronized datasets where 

visual flow features and performance signals can be 

analyzed jointly. Cavitation tunnel testing provides a 

controlled environment for generating such datasets; 

however, without appropriate data processing and analysis 

tools, much of this information remains underutilized. 

The present work addresses this problem by treating 

cavitation characterization as a data-centric task. A key 

enabler is the use of synchronized cavitation tunnel 

measurements, where high-speed video imaging is aligned 

with time-resolved thrust and torque signals. These 

experiments provide ground-truth datasets that capture 



both the physics of cavitation and its measurable impact on 

performance. From a computational perspective, such 

datasets are essential for developing algorithms that can 

detect, classify, and quantify cavitation in a consistent and 

reproducible manner. 

Building on this foundation, the study develops an 

integrated analysis framework that combines machine-

learning-based image processing, time-series analysis, and 

correlation studies. The core idea is to transform cavitation 

observations from qualitative descriptions into structured, 

time-dependent data. By overlaying video frames with 

synchronized performance measurements, the workflow 

enables direct correlation between cavitation events and 

hydrodynamic response. Machine-learning-based image 

processing further automates the detection of cavitation 

inception, classification of cavitation types, and estimation 

of spatial and temporal extent. 

A key enabler for the present work is the availability of 

cavitation tunnel experiments, which provide synchronized 

hydrodynamic measurements and high-quality video 

recordings under well-defined operating conditions. The 

controlled nature of the environment ensures consistent 

flow conditions and pressure, enabling reliable alignment 

between video observations and performance time series 

and supporting reproducible analysis of cavitation 

dynamics and their impact on propulsor behaviour. While 

a brief description of the cavitation tunnel tests is presented 

in this paper, the details of the experimental setup, 

instrumentation, measurement procedures, and data and 

video recordings are provided in a companion paper 

focused on physical testing, data and video acquisitions 

and outcomes (Islam et al., 2026). In this study, those 

datasets are treated as structured inputs for developing and 

validating data- and image-driven analysis tools.  

This experimental-computational integration is also critical 

for facilitating CFD validation. Numerical simulations of 

cavitating flows remain highly sensitive to modelling 

assumptions, particularly in predicting cavitation onset, 

tip-gap dynamics, and unsteady behaviour. The availability 

of synchronized experimental datasets, including video 

evidence, provides a unique opportunity to validate not 

only global performance metrics but also local, time-

dependent cavitation features. In this context, cavitation 

tunnel tests and video recordings are not auxiliary outputs 

but essential components of a data-driven validation 

pipeline. 

Overall, the motivation of this work is to establish a 

systematic, reproducible, and extensible framework for 

propeller cavitation and URN analysis that bridges 

experimental testing and computational modelling. By 

leveraging synchronized measurements, high-speed 

imaging, and machine learning image processing, the study 

aims to convert cavitation from a visually interpreted 

phenomenon into a quantifiable dataset that supports CFD 

validation, hydrodynamic performance prediction, and 

ultimately the assessment of cavitation-induced URN. 

. 

1.2 Literature Review  

Cavitation tunnel testing with model-scale propulsors has 

been the primary method for examining propeller 

cavitation performance in controlled environments and for 

measuring hydrodynamic performance parameters. The 

International Towing Tank Conference (ITTC) 

recommended procedures explicitly acknowledging 

sketches, photographs, and video recordings, often 

enhanced by high-speed imaging, as vital components of 

cavitation analysis, and provides guidance on camera 

setups to ensure accurate observation of cavitation 

inception, evolution, and collapse (ITTC, 2016; ITTC, 

2024). These procedures have allowed consistent 

qualitative evaluations of cavitation type, location, and 

extent, but they do not provide methods for translating 

cavitation imagery into quantitative, time-dependent 

parameters that can be systematically linked to 

hydrodynamic performance and URN emissions. 

Several benchmark and round-robin tests across various 

cavitation tunnel facilities demonstrated both the strengths 

and weaknesses of current practices. Tests on benchmark 

propellers, such as the Princess Royal, confirmed that 

repeatable cavitation observations and open-water 

performance measurements can be achieved behind 

representative wake screens under non-uniform inflow 

(Tani et al., 2019). Hydro-acoustic experimental studies in 

medium-sized cavitation tunnels showed that 

measurements of propeller open-water performance, 

cavitation inception and development, and underwater 

radiated noise (URN) can be coordinated across different 

facilities (Tani et al., 2017; Tani et al., 2019). However, 

these studies also reveal that facility-specific factors, such 

as background noise levels, tunnel geometry, and 

environmental controls, can influence measurement 

variability. This highlights the need for cavitation 

characterizations that are traceable, reproducible, and 

objectively defined when used in correlation studies. 

Several recent research papers presented at the Symposium 

on Marine Propulsors and in other journals confirm that 

cavitation tunnel experiments can be used to investigate the 

relationship between cavitation and URN. Studies 

combining cavitation observations with hydro-acoustic 

measurements have reported consistent trends between 

cavitation regimes and radiated noise levels. In some cases, 

they have compared model-scale results with full-scale 

measurements or trials (Aktas et al., 2015; Aktas et al., 

2016). These investigations provide evidence that 

cavitation is a major factor influencing propeller URN and 

that model-scale experiments can effectively capture 

relevant trends.  

The significance of time-dependent cavitation observations 

becomes particularly evident in studies focusing on 

specific cavitation mechanisms. For instance, simultaneous 

high-speed video and acoustic measurements have been 

employed to link sound radiation to the dynamics of 

propeller tip-vortex cavitation, demonstrating that noise 

characteristics are more closely associated with the 

temporal behaviour of cavitating structures than with 



steady or averaged cavitation conditions (Pennings et al., 

2016). These investigations underscore the importance of 

synchronized imaging and data collection; however, they 

are often specific to particular mechanisms and do not 

provide a universal method for converting cavitation 

videos into quantitative descriptors applicable across 

various operating conditions. 

In addition to the traditional processes described above, 

data-driven approaches to cavitation analysis are 

increasingly important. Recent evaluations by the ITTC 

committee show that both sophisticated computational 

tools and data-driven techniques, including machine 

learning, are likely to play a larger role in URN prediction 

and cavitation assessment (ITTC, 2023). Meanwhile, the 

committees continue to emphasize the importance of high-

quality experimental data and thorough documentation of 

cavitation observations, thereby underscoring the need for 

tools that link experimental visualization to quantitative 

analysis. 

Deep learning techniques have been successfully applied 

to the automatic recognition and classification of cavitation 

images acquired in cavitation tunnels, demonstrating that 

cavitation features can be detected and categorized with 

minimal human intervention when sufficient training data 

are available (Ji & Ahn, 2021). Recent studies have 

proposed machine-learning and deep-learning frameworks 

for predicting the URN of cavitating propellers, typically 

using experimental datasets to train models that relate 

operating conditions and measured signals to URN spectra 

(Miglianti et al., 2020). These efforts indicate a clear shift 

toward automated, data-driven interpretation of cavitation 

and noise phenomena. 

The above discussion demonstrates that the individual 

components necessary for a systematic analysis of 

propeller cavitation-hydrodynamics-URN already exist. 

What remains relatively underdeveloped is an integrated, 

practical workflow that combines time-dependent 

hydrodynamic performance data with cavitation images, 

converts cavitation imagery into quantitative descriptors of 

type, location, and extent as functions of time, and then 

directly applies these descriptors in correlation and 

predictive analyses of performance degradation and URN. 

Addressing this gap would advance cavitation 

characterization from primarily qualitative documentation 

to a reproducible, data-driven process that supports both 

physical understanding and design optimization, consistent 

with current ITTC guidance and the growing expectations 

of the marine propulsor research community. 

 

1.3 Objectives and Scope  

The objective of this work is to develop and demonstrate 

an analysis tool that integrates propeller performance 

measurements and cavitation imagery, supported by 

machine-learning-based image processing, to characterize 

propeller cavitation and assess its effects on performance. 

The current focus is on converting qualitative visual 

records of cavitation into quantified, time-resolved 

descriptors that can be correlated with measured thrust, 

torque, and efficiency. 

The scope is limited to model-scale cavitation tunnel 

experimental data and videos acquired under controlled 

operating conditions for a single propulsor selected from a 

database of three propulsors. The work addresses 

cavitation characterization and hydrodynamic 

performance, with URN identified as a planned extension 

of the developed framework. The study attempts to 

establish a capability intended to support the efficient use 

of test data and video for performance analysis, CFD 

validation, and future cavitation-induced URN studies. 

The novelty of this work lies in integrating synchronized 

performance data, cavitation video, and automated image 

analysis into a single GUI-based tool to facilitate analysis 

of propeller performance in cavitating conditions. This 

work aims to produce time-resolved, image-derived 

cavitation characterizations and directly associate them 

with measured performance aspects of marine propulsors. 

  

2 EXPERIMENTAL SETUP AND TEST PROGRAM 

 

2.1 Cavitation Tunnel and Instrumentation 

To facilitate the tool development and subsequent 

cavitation analysis, three sets of experiments using three 

different propulsors were conducted in the National 

Research Council (NRC) cavitation tunnel in St. John’s, 

NL. The facility is a closed-loop water circuit with a 2.2 m 

long rectangular test section measuring 0.5 m × 0.5 m, with 

60 mm rounded corners and large Plexiglas windows for 

optical access; see Figure 1.  

 
Figure 1: 3D Rendering of the overall layout of NRC’s 

cavitation tunnel facility. 

The facility allows independent control of flow speed (2-

10 m/s), shaft rotational speed (0-30 rps), and absolute 

pressure (10-100 kPa), with operation managed through a 

Foxboro control system. Hydrodynamic forces were 



measured using a sealed strain-gauge dynamometer (900 N 

thrust capacity, ±45 Nm torque capacity), which recorded 

only propeller thrust and torque. Pressure, flow, and shaft 

speed were monitored using calibrated transducers and a 

digital tachometer, while dissolved gas content was 

controlled via an oxygen sensor to ensure consistent 

cavitation scaling. Although pressures as low as 2 psi are 

achievable, stable operation below ~4 psi at higher flow 

speeds (>3 m/s) is limited due to air ingress and degraded 

flow quality. Therefore, extreme low-pressure/high-speed 

combinations were avoided, and results were interpreted 

with attention to blockage and flow-quality limitations. 

Further details of the facility and its capabilities are 

provided by Islam et al. (2026). A brief description of the 

propulsor models and the test scope for each of the three 

sets of experiments is provided in the next section. 

  

2.2 Subject Propulsors and Testing 

For the first set of data, a model-scale ducted Kaplan 

propeller with a 19A duct, supplied by Robert Allan Ltd, 

was modelled at 1:11.0638 scale to produce a 235 mm 

diameter propeller and tested in the NRC’s cavitation 

tunnel. The outer diameter of the duct was 285 mm. The 

propeller was CNC-machined from bronze, and the 

transparent acrylic duct enabled direct visualization of the 

blade-tip-duct clearance flow. Hydrofoil-shaped support 

structures were designed in accordance with ITTC 

guidance. Approximately 60 test conditions were 

conducted, including operational points, Reynolds number 

variation (Re ≈ 5.4×10⁵ to 1.1×10⁶), and systematic 

cavitation-number sweeps (σ ≈ 1.2-27), for both ducted and 

bare propeller configurations (Islam et al., 2026).  

 

   
Ducted propulsor 

(DP=235 mm) 
NRC propeller (DP=235 

mm) 
NNL hydrokinetic 

turbine (D=270mm) 

Figure 2: The model propulsors tested to produce the 

datasets to support the current research. 

For the second set of data, the NRC in-house fixed-pitch 

model OCRE-P304L/R, with a diameter of 0.235 m, four 

blades, a pitch-to-diameter ratio (P/D) of 1.1 at r/R = 0.7, 

an expanded area ratio (EAR) of 0.65, and with a modified 

NACA 66 section with a 0.8 mean line, was tested in the 

cavitation tunnel. The tests focused on hydrodynamic and 

cavitation performance across advance coefficients and 

cavitation numbers, which also included repeatability, 

Reynolds number effects, and cavitation number 

sensitivity tests. The matrix included atmospheric tests in 

four-quadrants, and low-pressure cavitation tests at 

selected advance coefficients (J = 0.5 ~ 1.0; σ = 1-6.5) 

(Islam et al., 2025b). 

 

 

 

 
Figure 3: The model propulsors being tested in 

representative highly cavitating conditions. From top to 

bottom, the ducted propulsors (bare propeller tests), the 

NRC in-house propeller, and the hydrokinetic turbine. 

 

For the third set of data, an axial-flow hydrokinetic turbine 

rotor with a 0.3 m diameter (blockage ratio 28.3%) was 

modelled and tested, meeting the confined-flow criteria 

and ensuring safe tunnel clearance. The turbine blades use 

a NACA 4415 profile along the operational span and were 

optimized for peak efficiency at a target tip-speed ratio 

(TSR) of 4. The model was CNC-machined from 360-L 

stainless steel to provide the structural rigidity required for 

long, slender blades under hydrodynamic and cavitating 

conditions. The tests evaluated turbine performance and 

cavitation over a structured matrix including five TSRs and 

five cavitation numbers, with extended sensitivity and 

repeatability studies. Tests were conducted at inflow 

speeds of 2.5 m/s and 3.5 m/s to assess Reynolds number 



effects (Re ≈ 7.8×10⁴-2.2×10⁵). Cavitation numbers were 

varied from atmospheric conditions to σ ≈ 10, and turbine 

torque and drag were measured during controlled TSR and 

pressure sweeps to quantify trends in hydrodynamic and 

cavitation performance (Islam et al., 2025a). 

The comprehensive datasets collected were stored along 

with the corresponding videos and sorted into different 

groups by test types and conditions to ultimately support 

hydrodynamic performance assessment, cavitation 

characterization, and subsequent CFD validation. Figure 2 

shows the actual model propulsors used for the testing of 

propeller hydrodynamics and cavitation. Figure 3 presents 

representative images from video recordings of the three 

propulsors during testing in the cavitation tunnel at 

representative highly cavitating conditions. The scope of 

this paper is limited to analyzing the data and video 

acquisition from the ducted propulsor.  

 

3  PROCESSING AND VISUALIZATION FRAMEWORK 

FOR DATA AND VIDEO  

 

3.1 Synchronized Data & Video Acquisitions 

Figure 4 is a diagram of the acquisition and analysis 

system. The principal source of time series data is the 

sensors built into the cavitation tunnel. These sensors 

measure values including flow rate, torque, thrust, and 

pressure. NRC-OCRE’s proprietary data acquisition 

system (DAS) acquires time-series data from these sensors 

and stores it as channels in NRC’s space-efficient DAQ 

File format. The DAS is also the main user interface for 

acquiring experiment data. 

 
Figure 4: Unified Modelling Language (UML) diagram 

showing an end-to-end high-level data flow overview of the 

acquisition and analysis system. 

The DAS is connected to a camera system. The camera 

observes the propeller in the tunnel through the side 

window. The propeller is illuminated by a strobe light 

either from below the tunnel or from behind the camera. To 

synchronize numeric data with video data, the camera's 

remote-control feature was integrated into the data 

acquisition software. Starting data acquisition triggers the 

camera to synchronize the video's start and end with the 

numeric data.  The video is recorded on the camera 

separately from the numeric data to avoid a time delay 

caused by transmitting and encoding the video on the PC. 

 

3.2 Performance Data and Visuals Overlay Tool 

The Video Analysis application combines video playback 

capabilities with quantitative data visualization. The 

software can synchronize visual data with numerical 

measurements, annotate video with channel data from 

DAQ files, and derive new channel data (e.g., torque and 

thrust) from image analysis and correlation functions, 

enabling users to analyze patterns and motion 

characteristics in recorded footage. 

The application takes a video file and selects channels from 

a DAQ file as inputs. When an auto offset is requested, the 

dates and times of the files are used to auto-align their 

beginnings. This option can easily be changed afterwards 

through the Edit Syncing tool, found in the “Options” menu 

bar option and shown in Figure 5. Here, a specific loaded 

channel can be chosen from the drop-down. The sliders in 

the middle of the window, one for the video above and one 

for the plot below, can be dragged to manually select a start 

point for either file. At any point, the auto offset can be re-

applied by clicking “Reset to Auto Offset”. 

 

 
Figure 5: The Edit Syncing tool available in the Video 

Analysis application with example data loaded. 

The main window displays the channels and the video 

simultaneously, as shown in Figure 6. Both playbacks are 



linked; thus, dragging the video slider or the yellow plot 

line will also adjust the other. 

   
Figure 6: The main window of the Video Analysis 

application with example data loaded. 

 

The application can produce a video file that displays the 

selected channels on-screen, facilitating more accurate and 

efficient data and video analysis and sharing. This is done 

by clicking “Export” on the bottom right. As seen in Figure 

7, the data can be displayed as a numerical value or a plot 

and placed in many different locations. This window also 

allows for changing the selected channels and the colour of 

the overlaid text and/or plots. 

 

 
Figure 7: The Export Options window with example data 

loaded and cropped for visibility. 

The Clean Up Video Tool, available in the “Tools” menu 

bar, allows users to specify an input video file and apply 

operations such as brightness adjustment and overall video 

enhancement. These pre-processing functionalities can 

improve the clarity and visibility of recorded footage 

before further analysis by using the “Brighten Video” 

and/or “Enhance Video” options. This tool will output a 

video file that can then be loaded into the main window. 

 

3.3 Future Alternative Use 

Figure 8 shows a different use of the Video Analysis Tool. 

Here, the user acquires time-series data using the DAS, 

which includes thrust and torque channels but has no 

corresponding video. In this case, the Tool will be used to 

predict, via established correlation functions, the 

cavitation type, area, and time. This is approximately the 

inverse of the correlation functions shown in Figure 8. 

 

 
Figure 8: Unified Modelling Language (UML)diagram 

showing the system being used for reverse correlation of 

cavitation area, type, and time. 

 

4 CAVITATION IMAGE ANALYSIS 

 

4.1 Motivation for Automated Cavitation Detection 

Recent studies demonstrate a clear transition from 

qualitative cavitation visualization to quantitative detection 

of cavitation type and spatial extent, using both classic 

image-processing methods and deep-learning methods. 

Traditional approaches typically segment cavitation 

regions from high-speed video using combinations of 

grayscale thresholding, edge detection (e.g., Canny), and 

morphological operations, followed by connected-

component analysis to extract time-resolved cavitation 

area and cloud properties; Hutli et al. (2022) showed that 

such methods can reliably identify cavitation cloud 

boundaries and quantify their temporal evolution from 

cavitation tunnel imagery. For propulsor-relevant 

applications, computer-vision techniques have also been 

applied to cavitation tunnel videos to extract physically 

meaningful geometric features, such as cavitation bubble 

volume and cavitating tip-vortex diameter, demonstrating 

that image-based analysis can move beyond simple binary 

“cavitation present” metrics when camera calibration and 

viewing geometry are carefully handled (Savio et al., 

2009).  



More recently, deep-learning-based semantic segmentation 

has been introduced to improve robustness and reduce 

operator subjectivity; Liu et al. (2025) demonstrated that 

U-Net-based models can accurately segment attached 

cavitation regions on hydrofoils and provide consistent 

measurements of cavitation extent and location across 

large image datasets. Together, these studies provide 

strong evidence that cavitation type and extent can be 

quantified directly from video using image-based methods, 

with classic techniques offering explainable baselines and 

deep-learning segmentation enabling scalable, repeatable 

extraction of cavitation metrics suitable for correlation 

with hydrodynamic performance and, in future 

applications, underwater radiated noise. 

 

4.2 Classical Image Analysis Framework 

Initial attempts to perform segmentation using classical 

image processing techniques proved very challenging. 

High variability in lighting conditions was one of the main 

sources of difficulty. Furthermore, significant differences 

in luminance and hue within regions intended for isolation, 

such as sheet cavitation, ranging from near-total black to 

bright white, made it difficult to apply methods like 

automatic thresholding with algorithms like Otsu’s. 

Attempts were made to use DBSCAN on pixel values, or 

on pixel values with positional encoding, for automatic 

clustering, but were ultimately unable to reliably 

differentiate between regions of interest consistently. 

These challenges reinforced the need for a machine 

learning-based approach. 

 

4.3 ML Image Analysis Framework 

In a machine learning context, this work was defined as a 

three-class semantic segmentation task. Two modes of 

cavitation were defined to be of interest: sheet cavitation 

and vortex cavitation. The background, or remainder of the 

image, made up the 3rd class.  

Like all supervised learning projects, the first step was to 

build a dataset of labelled imagery. Initially, a specific 

desired blade orientation was chosen, which provided a 

clear view of the sheet and vortex cavitation areas at a 

roughly perpendicular angle; see Figure 9. Then, a tool was 

developed to automatically identify frames depicting the 

blades in the same orientation by computing the enhanced 

correlation coefficient (Evangelidis, 2008) between 

subregions of the image pairs. The selected images were 

then preprocessed to improve image quality through 

denoising and lighting enhancement methods. 

The above process was applied to five unique videos to 

extract and enhance relevant frames. A total of seven 

hundred individual frames were then manually annotated. 

Those seven hundred frames were then split into a training 

set, validation set, and test set, with 70%, 20%, and 10% of 

the images allocated accordingly.  

 
Figure 9: The image parameters extracted for the 

correlation studies. 

The SegFormer (Xie, 2021) architecture was selected for 

this work. SegFormer is a type of vision transformer 

(Dosovitskiy, 2020), part of the more recent generation of 

deep learning models for computer vision that have 

achieved impressive results across many tasks. We 

leverage transfer learning to greatly expedite the training 

process and achieve superior results compared to training 

the model on our dataset alone. The lightweight SegFormer 

variant, B0, with 3.7 million parameters, was selected for 

this task. Publicly available pre-trained weights were used 

as the starting point, having been first trained on ImageNet-

1K and then fine-tuned on ADE20K at 512x512 resolution. 

However, ADE20K has more than 100 unique classes, 

while our dataset has only three; thus, it was not possible 

to use the weights of the model's final classifier layer. To 

preserve the carefully learned features of the rest of the 

model, all weights except for this final layer were frozen 

during training on the new dataset. Once performance had 

converged, the remaining model was unfrozen in two 

stages. First, the decoder was unfrozen and trained until 

finally the encoder portion of the model was also unfrozen, 

and the whole model was trained jointly. Training was 

halted once performance no longer improved, lasting 

nearly 500 epochs in total.  

At the end of this process, the model achieved a test-set 

accuracy of 98.7% and a mean intersection-over-union 

score of 92.9%. However, visualizing the model's 

predictions revealed that they were far blockier, or more 

pixelated, than the training data. This was because the 

model internally had an output resolution of only 128x128 

pixels, which was then upscaled via bilinear interpolation 

to the expected 512x512 resolution, resulting in a 

significant loss of visual acuity. To improve these results, 

an additional module was appended to the model 

architecture. It was a trainable upscaling module 

comprising two transposed convolutional layers. The 

module took as input the predictions from the main 

SegFormer model and, secondarily, the image data itself, 



so it could leverage visual information to better define edge 

transitions. This modified architecture was trained in a 

two-stage process: the new module was first trained alone, 

then jointly trained with the rest of the model. It was found 

that this not only greatly increased the visual fidelity of the 

predictions but also improved the model's performance, 

boosting test-set accuracy to 98.8% and the intersection-

over-union score to 93.6%. A visual comparison of the 

initial and improved outputs is shown in Figure 10. 

 
Figure 10: [Left] The native SegFormer classification output 

showing grainy predictions. [Right] The modified model 

presents smooth, high-resolution segmentation. 

Next, a detailed breakdown of the test set results is 

presented via the confusion matrix in Figure 11. The matrix 

shows the percentages of pixels for each class that were 

correctly or incorrectly classified. Elements along the 

diagonal indicate correct classifications. We can observe 

that the background was classified with extremely high 

accuracy but was over-predicted, with 2.7% and 4.4% of 

the sheet and vortex classes misidentified as background, 

respectively. The next most common error was incorrectly 

classifying vortex pixels as part of the sheet cavitation, at 

an incident rate of 1.5% of all vortex pixels. Overall, this 

strongly indicates the viability of this model for the 

automatic classification of cavitation under the studied 

conditions. 

 
Figure 11: Confusion matrix of the test set results of the 

modified SegFormer model. 

Following the training of the machine learning model, it 

was applied to video sequences from different cavitation 

tunnel trials to quantify sheet and vortex cavitation as time 

series for further analysis. This was accomplished by first 

identifying keyframes, again using the enhanced 

correlation coefficient between each frame and a reference 

frame, and then treating the peaks of this correlation as 

frames of interest. Additionally, two frames before and two 

after each frame of interest were selected to reduce frame-

to-frame variation. All selected frames were passed 

through the segmentation model, thereby identifying the 

extent of cavitation in each image. Once segmented, the 

number of pixels of each class was recorded. After all 

frames of interest in the video sequence were analyzed in 

this way, some minor post-processing steps were taken to 

improve the quality of the extracted signal. First, outliers 

are removed by considering a 40-second window around 

each data point and discarding any value more than 2 

standard deviations from the window's median. Next, a 

very short rolling average with a 1/5-second window is 

applied to the data to reduce noise. Finally, the data were 

saved to a comma-separated values (CSV) file for 

correlation assessment, as described in the following 

section.  

 

5 PERFORMANCE PREDICTION AND ASSESSMENT  

 

5.1 Image-Data Correlation Analysis 

A custom multi-channel correlation workflow was 

developed and implemented in MATLAB to quantify 

temporal relationships between optical image-derived 

measurements, as described in the previous section, and 

independently acquired time series. The process is 

illustrated using a selected “bare propeller” and a “ducted 

propeller” test case from the ducted-propulsor testing 

campaign under different cavitation conditions.  

Four channels are analyzed together: any of the two time-

stamped signals extracted from the CSV file mentioned in 

the previous section (e.g., sheet_area, vortex_area) and two 

external signals read from DAQ files acquired during the 

cavitation tunnel tests, e.g., propeller thrust and torque. The 

procedure begins by parsing CSV wall-clock timestamps 

into absolute seconds-of-day and aligning all sources to a 

common epoch so the external signals can be windowed to 

the exact CSV time span. Each external signal is then 

truncated to the overlapping interval, ensuring all channels 

represent the same physical time window before any 

comparisons. Because the channels may have different 

sampling rates, all four signals are resampled onto a single 

common time grid using piecewise linear interpolation 

(Press et al., 2007). The default grid uses the CSV 

timestamps; alternatively, thrust or torque time vectors can 

be selected as the master grid. Figure 12 and Figure 13 

show the unified and synchronized time series of the two 

selected optical image-derived measurements and the two 

external signals (e.g., propeller thrust and torque) for the 

“bare propeller” and “ducted propeller” test case, 

respectively. 



 
Figure 12: The unified time series of the two selected optical 

image-derived measurements and the two external signals, 

e.g., propeller thrust and torque, for a representative “bare 

propeller” test case. 

 
Figure 13: The unified time series of the two selected optical 

image-derived measurements and the two external signals, 

e.g., propeller thrust and torque, for a representative 

“ducted propeller” test case. 

Prior to correlation, each signal is standardized over the 

selected analysis segment using z-score normalization to 

remove mean and scale differences so that similarity 

measures reflect waveform structure rather than magnitude 

(Kreyszig, 2011). Four channel pairs (sheet_area - thrust, 

sheet_area - torque, vortex_area - thrust, vortex_area - 

torque) are then evaluated using (i) normalised cross-

correlation to obtain the peak correlation magnitude and 

the associated time lag (MathWorks, 2024; Bendat & 

Piersol, 2010), see Figure 14 and Figure 15, (ii) Pearson 

correlation for linear association (Pearson, 1895), and (iii) 

Spearman rank correlation for monotone but potentially 

non-linear association (Spearman, 1904), as shown in 

Figure 16.  

An interactive GUI allows the analyst to select a time sub-

segment (e.g., to exclude start-up transients); all metrics 

are recomputed on the selected interval and reported as 

correlation coefficients, peak-lag estimates, DTW 

distance, and heatmap summaries for interpretation. 

 

 
Figure 14: The peak correlation magnitude and the 

associated time lag between the time-series data for a 

representative “bare propeller” test case. 

 
Figure 15: The peak correlation magnitude and the 

associated time lag between the time-series data for a 

representative “ducted propeller” test case. 

 

 
Figure 16: The Pearson correlation and Spearman rank 

correlation between the time-series data for a representative 

“bare propeller” case (above) and “ducted propeller” case 

(bottom). 



Generally, for both test cases, the cross-correlations 

between the time series show a clear bell-shaped peak 

centred near zero. For the “bare propeller” case, a 

reasonably good negative correlation between the time 

series data was observed, with peak |R| = 0.639 at lag = 

+0.5s, which is physically interpretable as the sheet_area 

leading Thrust by about 0.5s, with the correlation decaying 

naturally away from the peak. The positive values at large 

lags confirm that the signals are not simply offset copies of 

each other. A similar correlation is also established 

between the vortex_area and thrust. Propeller torque also 

correlates well with these two extracted parameters, albeit 

to a significantly lesser extent than thrust. A similar overall 

correlation was observed for the “ducted propeller case”; 

however, interestingly, stronger correlations with thrust 

and torque were observed for both sheet_area and 

vortex_area. The relatively large time lags at the peak 

correlation for torque may be attributed to measurement 

and image analysis uncertainties. 

 

5.2 Predictions Using Correlation Training 

Preliminary attempts were made to develop a correlation-

based estimation method to predict unknown performance 

data using predictor (input) data and existing correlation 

parameters. The input data channels are first windowed to 

the selected time interval identified during the correlation 

study, ensuring that model training uses only periods with 

physically meaningful cross-correlation. A feature matrix 

is then constructed from the known data channels using 

lag-shifted predictors derived from the peak cross-

correlation delay, together with neighbouring lag offsets to 

capture delayed system responses. Additional features 

include polynomial terms, Hilbert envelopes (Oppenheim 

& Schafer, 2010) representing amplitude modulation, 

moving-average trends, and cross-data channel interaction 

terms. All features are z-score normalized (Bishop, 2006) 

using statistics computed solely from the training data 

segment. 

Prediction is performed using an ensemble of ordinary least 

squares (Golub et al., 2013) and ridge regression, with 

ridge regularisation (Hoerl & Kennard, 1970, Schölkopf & 

Smola, 2002 and Saunders et al., 1998) mitigating the 

strong collinearity introduced by multi-lag predictors 

(multiple time-shifted versions of the same input signal are 

included as separate predictors in the regression model to 

capture delayed system responses). Model 

outputs/predictions are restricted to the correlation-

qualified segment to avoid extrapolation beyond validated 

data.  

The predictive model is applied to the same representative 

“bare propeller” scenario to predict thrust and torque, given 

the cavitation and correlation parameters, and vice versa. 

Figure 17 and Figure 18 show the outcome of the analysis 

for these two cases. Looking at Figure 17, the model uses 

sheet area and vortex area (from image analysis) to predict 

thrust and torque, achieving R²=0.597 for Thrust and 

R²=0.359 for Torque. The ensemble method (Hastie et al., 

2009) captures the broad trends but struggles with the high-

frequency fluctuations visible in the residuals. The two 

scatter plots on the right show predicted vs actual for thrust 

(r=0.773) and torque (r=0.602), with the 1:1 dashed 

reference line, thrust predictions cluster tightly around the 

diagonal, while torque shows more scatter and a slight bias 

at the extremes. Generally, a similar level of accuracy was 

obtained when the cavitation characteristics were predicted 

using thrust and torque as input, see Figure 18. 

 

 
Figure 17: The input (cavitation parameters) and predicted 

data (thrust and torque) and qualification checks generated 

from the correlation based predictive tool applied to a 

specific “bare propeller” cavitation scenario. 

 
Figure 18: The input (thrust and torque) and predicted data 

(cavitation parameters) and qualification checks generated 

from the correlation based predictive tool applied to a 

specific “bare propeller” cavitation scenario. 

 

5.3 Predictive Capability and Limitations 

This correlation-based predictive approach demonstrates 

the potential to link cavitation image-derived parameters 

(e.g., sheet and vortex cavity areas) with propeller 

hydrodynamic performance signals such as thrust and 

torque. By combining temporal alignment, multi-lag 



predictors, and regularised regression, the method can 

capture physically interpretable relationships between 

cavitation dynamics and performance deterioration. 

However, the present results are derived from limited 

datasets and specific operating conditions and, therefore, 

cannot yet be generalized. Reliable predictive capability 

will require substantially larger datasets spanning multiple 

propulsors, loading conditions, cavitation regimes, and 

operating envelopes. Machine-learning extensions can 

improve model flexibility and robustness, but their 

effectiveness depends strongly on the availability of well-

synchronized experimental data for training and validation. 

Consequently, the current framework should be viewed as 

a promising foundation for data-driven modelling of 

cavitation performance rather than a fully validated 

predictive tool. 

 

5.4 Pathway Toward URN Integration 

A logical next step for the current framework is to include 

underwater radiated noise (URN) measurements in the 

correlation and prediction process. Synchronized 

hydrophone recordings from cavitation tunnel tests can be 

added as additional data channels alongside cavitation 

image metrics and hydrodynamic performance data. 

Acoustic features such as tonal sound pressure levels, 

spectral peaks, and broadband cavitation noise levels can 

be extracted and aligned with thrust, torque, and image-

based cavitation parameters. The existing multi-lag 

correlation and regression framework can then be extended 

to predict URN features from cavitation indicators and 

operating conditions, or, conversely, to infer cavitation 

states from acoustic signatures. Developing such reliable 

predictive models will require datasets covering various 

propulsor configurations and operating and cavitation 

conditions. 

 

6  CONCLUSIONS AND FUTURE WORKS 

This study presented the initial development phase of an 

integrated visualization and data-driven analysis tool 

designed to explore the relationships between cavitation 

characteristics and propeller hydrodynamic performance, 

using synchronized cavitation-tunnel measurements and 

image-derived parameters. The tool proved capable of 

transforming cavitation visualization into quantitative 

descriptors that aid in interpreting propeller performance. 

Results from representative bare- and ducted-propeller 

cases indicate that sheet and vortex-cavity areas exhibit 

measurable correlations with performance variations, 

enabling predictive estimation of performance parameters. 

Although tested with limited datasets, the methodology 

offers a scalable foundation for including additional 

operating conditions, propulsor geometries, and machine-

learning models.  

The ongoing and future work includes: 

• Consistency in the camera setting, lighting system 

and overall facility configurations for better 

quality recordings of cavitation images.  

• Linking the tool directly to the DAS and camera 

system and allowing real-time assessments of the 

results.  

• Include URN emission recordings alongside 

hydrodynamic performance data to correlate them 

with cavitation characteristics.  

• ML-based training and modelling for 

automatically linking the selected propeller 

hydrodynamic performance data with the 

corresponding cavitation characteristics.  

• Extend the dataset and integrate underwater 

radiated noise (URN) measurements to support 

unified analysis of cavitation, hydrodynamic 

performance, and acoustic emissions. 
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