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ABSTRACT   

This study presents initial outcomes of an R&D project on 

the development, evaluation, and integration of several 

empirical and machine learning (ML) models for 

predicting propeller hydrodynamic performance, 

propeller-induced hull pressure, and underwater radiated 

noise (URN), based on a combined dataset of physical 

model-scale tests, computational fluid dynamics (CFD) 

simulations and full-scale measurements.   

Several ML techniques, including regression-based, 

ensemble, and deep learning approaches, were trained and 

validated against both time-averaged and time-resolved 

datasets from model-scale and full-scale measurements 

comprising propeller thrust, torque, propeller-induced hull 

pressure, and underwater radiated noise (URN) responses. 

The predictive capabilities of these ML models were 

systematically compared with conventional CFD outcomes 

and empirical formulations. The ML models captured both 

steady-state characteristics and transient dynamics of hull 

pressure and noise emissions.   

To facilitate practical application, all models were 

integrated into a graphical user interface (GUI) tool that 

allows users to assess propeller hydrodynamic 

performance and URN under varying operating conditions. 

While the current implementation is based on datasets 

from a limited number of hull-propeller combinations, the 

software architecture is designed to accommodate multi-

propeller datasets as they become available, ensuring 

scalability and broader applicability. The framework 

demonstrates the potential of empirical and ML models to 

complement physics-based methods, reduce reliance on 

computationally expensive simulations, and provide 

efficient predictive capabilities for propeller 

hydrodynamics and URN assessment.   
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1 INTRODUCTION  

Hydrodynamic performance, induced hull pressure 

fluctuations, and underwater radiated noise (URN) of 

marine propulsors are closely coupled design and 

performance-prediction considerations in modern 

propulsion systems. Improvements in propulsion 

efficiency, typically by changing major geometric 

parameters, often increase unsteady blade loading, 

cavitation risk, and hull pressure excitations. This results 

in a multi-objective optimization problem and a balancing 

act, increasingly shaped by awareness of environmental 

noise and standardized measurement frameworks such as 

ISO 17208-1 (2016) and IMO underwater-noise guidance 

(2014). Traditional propeller performance prediction 

approaches have evolved from empirical, systematic series 

correlations to high-fidelity Computational Fluid 

Dynamics (CFD) simulations. Challenges for analysts and 

numerical modellers related to data scarcity, computational 

cost, the complexities of cavitation modelling, and 

generalization across propeller-hull configurations 

continue to motivate hybrid empirical, physics-based, and 

machine-learning (ML) modelling strategies.  

Historically, propeller performance prediction relied 

heavily on systematic series data, notably the Wageningen 

B-series formulations that relate thrust and torque 

coefficients to advance coefficients and blade geometric 

parameters (Oosterveld & van Oossanen, 1975). These 

empirical tools remain effective for preliminary design but 

are limited in their ability to capture viscous effects arising 

from geometric complexities, cavitation dynamics, and 

detailed hull-propeller interactions, which strongly 

influence induced pressure fluctuations and URN. 

Standard International Towing Tank Conference 

extrapolation procedures provide consistent powering 

prediction practice but primarily target integrated 

performance rather than the unsteady hydrodynamic 

mechanisms responsible for vibration and radiated noise 

(ITTC, 2017). Various relevant studies emphasize that 

  



wake non-uniformity, cavitation regime, and operating 

envelope govern both performance and acoustic behaviour 

(Carlton, 2019).  

High-fidelity CFD applications have become central to 

propeller hydrodynamics, cavitation and URN predictions. 

Unsteady RANS methods are widely used for detailed 

propeller design and performance prediction, while DES 

and LES provide deeper insights into transient vortical and 

cavitating flows. These CFD solutions are frequently 

coupled with acoustic analogies, such as the Ffowcs 

Williams-Hawkings (FW-H) formulation, to predict 

radiated sound from blade surfaces (Ffowcs Williams & 

Hawkings, 1969). To date, hybrid CFD-experimental 

studies demonstrate reasonable agreement for tonal 

components but persistent discrepancies in broadband 

cavitation noise, partly due to scale effects, limitations in 

turbulence modelling, and uncertainties in wake 

representation (Li et al., 2018; McKenna et al., 2012). 

Similar challenges arise in predicting propeller-induced 

hull pressure fluctuations, where potential-flow or 

Boundary Element Method (BEM) approaches combined 

with wake models offer computational efficiency but 

limited fidelity when cavitation or strong wake interactions 

occur (Su et al., 2018).  

Machine learning techniques have recently emerged as a 

complementary approach for accelerating prediction while 

preserving key physical dependencies. In propulsion 

hydrodynamics, ML has been applied to modelling 

propeller open-water characteristics, design optimization 

studies, and multi-fidelity data integration (CFD and/or 

measurements), enabling rapid evaluation across design 

spaces using combined CFD, experimental, and empirical 

datasets (Gaggero et al., 2019; Doijode et al., 2022; Tadros 

et al., 2024). Deep learning approaches have also been 

explored for predicting the URN of cavitating propellers, 

using geometry, operating conditions, and wake 

descriptors to estimate URN spectra or tonal components 

at significantly reduced computational cost compared with 

full CFD acoustic simulations (Miglianti et al., 2020; 

Wang et al., 2021). Also, physics-informed neural 

networks (PINNs) have demonstrated potential for 

embedding governing equation constraints into ML 

models, thereby improving extrapolation stability and 

physical consistency in hydrodynamic applications (Raissi 

et al., 2019).  

Despite these advances, important gaps remain in ML 

applications for predicting transient propeller 

hydrodynamics, induced pressure, and URN. Most ML 

studies focus on steady open-water performance rather 

than the coupled hydrodynamics-pressure-URN analysis 

needed for realistic propulsion design. Validation datasets 

remain scarce across model-scale experiments, CFD 

simulations, and full-scale measurements, limiting model 

robustness and generalization. Furthermore, integrated 

predictive workflows that link propeller hydrodynamics, 

induced hull pressure, and URN within a unified design 

framework remain scarce. Addressing these limitations 

requires multi-fidelity modelling approaches that combine 

physics-based simulation, empirical scaling, and ML 

surrogate modelling within a coherent framework that 

provides rapid yet physically interpretable predictions.  

The present research addresses this need by developing 

ML-enabled surrogate models conditioned on propeller 

geometry and operating conditions, with outputs including 

hydrodynamic performance, hull pressure excitation, and 

URN characteristics. Model development was conducted 

primarily using the scikit-learn Python package (Pedregosa 

et al., 2011) and PyTorch (Paszke, 2019).  

The ML-based modelling for URN predictions was 

completed for a scenario in which the input data were 

sound pressure levels in 1/3-octave bands. The URN model 

was created using hydrophone measurements taken at 

various locations around a model-scale vessel. At multiple 

speeds and corresponding revolutions per second (RPS), 

acoustic measurements are recorded for each hydrophone. 

A machine learning model was trained on this dataset and 

used to predict propeller-induced noise at several locations 

around the vessel. 

The ML-based modelling for propeller-induced hull 

pressure time-series predictions used CFD-predicted 

timeseries data generated for a series of propeller 

geometric variations. The time-resolved dynamic pressure 

at various locations on the hull was predicted in Pascals 

(Pa). The resulting machine learning model, trained on this 

dataset, can predict the pressure at these points for a given 

propeller, which could then be converted into noise.  

These models, with their labelled training data sets, are 

both supervised learning models. The model results are 

expected to be continuous values for each identified point, 

so they are regression-type problems. In particular, a 

multivariate regression problem involves predicting 

multiple points in each model. Overall, the goal of these 

ML models was to demonstrate the feasibility of ML-based 

approaches for predicting time-averaged, time-resolved, 

and frequency-domain propeller-induced performance 

matrices.  

2 MACHINE LEARNING MODELLING AND 

METHODOLOGIES 

2.1 Machine Learning Modelling and Evaluations 

There are many types of models available for supervised 

regression problems as implemented in the current 

research. Some of the most popular include Ridge (a linear 

model), Polynomial, Decision Tree, Random Forest, K-

Nearest Neighbour (KNN), Support Vector Regression 

(SVR), Partial Least Squares (PLS), Gradient Boosting, 

and Neural Networks.   

The decision tree model follows a tree-like flowchart 

design. The internal nodes act as attribute tests, with the 

branches being the possible test results. The leaf nodes of 

the tree represent the final prediction(s), found by using a 

greedy algorithm at each node. Decision trees are simple 

and versatile. They can handle non-linear relationships, but 

overfitting can be a problem (Géron, 2019).   



The random forest model takes the decision tree model one 

step further. It’s an ensemble model, meaning it aggregates 

predictions from multiple estimators to improve 

performance. This model trains multiple decision trees on 

random subsets of the input data and splits features. The 

output is obtained by averaging all individual decision tree 

predictions. The random forest model performs well on 

large datasets and reduces the risk of overfitting compared 

to the decision tree model (Géron, 2019).   

The KNN model makes predictions based on nearby 

points. For each data point, the model will compute the 

predicted value as the weighted average of the k nearest 

neighbours. This makes the closer neighbours contribute 

more to the average than those further away. The “k” in k-

nearest neighbours represents how many neighbouring 

points to base decisions on. As a result of this process, all 

data is stored in memory, and no training is required, as the 

model can adjust its predictions as new data is added. 

However, it doesn’t scale well, is prone to overfitting, and 

can struggle to classify large datasets (James et al., 2021).  

The SVR model works by finding a hyperplane, or “a flat 

affine subspace of dimension p-1”, that best separates the 

given data (James et al., 2021). It’s good at generalization 

and handling high-dimensional data. However, it does 

require careful tuning, can be slow to train, and is sensitive 

to noise (Géron, 2019).  

Gradient boosting trains the model sequentially, making 

each new model better than the last. This is done by 

minimizing the loss function between models, such as 

mean squared error or cross-entropy. It’s less affected by 

outliers but can be computationally expensive and prone to 

overfitting. Gradient boosting is another ensemble model 

because it trains a model on other models (Géron, 2019).   

Finally, neural networks are loosely based on how the 

human brain makes decisions. They have an input layer, an 

output layer, optional middle (hidden) layers, and nodes 

within each layer that interact with one another. Each node 

has its own weight and threshold, and if its output exceeds 

a specified threshold, it’s passed to the next layer. Neural 

Networks with multiple hidden layers are referred to as 

Deep Neural Networks; this was used in this work (James 

et al., 2021). In particular, a sequential model with various 

Long Short-Term Memory (LSTM), Dense, and Dropout 

layers was used for both models. The LSTM layer enables 

the model to learn patterns across time steps, rather than 

treating time as a scalar and treating each time point 

independently (James et al., 2021). The Dense layer, also 

known as a fully connected layer, is a commonly used, 

foundational layer. Dropout layers were added to reduce 

overfitting (Géron, 2019).  

2.1.1 Multi-Learning  

In the present study, the prediction task requires the 

simultaneous estimation of multiple continuous output 

variables, specifically, the frequency-response URN 

values across five hydrophone locations, making this 

inherently a multi-output regression problem. Machine 

learning models differ significantly in their native capacity 

to handle such problems, with direct implications for 

model selection and training strategy. 

Several of the algorithms described above natively support 

multi-output regression without architectural 

modifications. Random Forest and K-Nearest Neighbours 

extend naturally to multi-output settings through 

independent prediction at each leaf node or neighbourhood 

evaluation. The Deep Neural Network, comprising LSTM, 

Dense, and Dropout layers, supports multi-output 

prediction directly via the output layer's dimensionality, 

where the number of output nodes corresponds to the 

number of target variables. The LSTM layers are 

particularly advantageous here, capturing temporal 

dependencies shared across all output channels 

simultaneously and promoting inter-output consistency in 

the learned representations. 

Gradient Boosting and SVR, however, do not natively 

support multi-output regression and must be extended 

using a wrapper strategy. The Multi-Output Regressor 

model from the scikit-learn library (scikit-learn 

Developers, 2026) was employed in the current URN 

model, decomposing the multi-output problem into 

independent single-output tasks by fitting one estimator 

per target variable. While straightforward to implement, 

this approach does not exploit correlations among output 

variables and increases computational cost linearly with 

the number of outputs, a modelling limitation worth 

acknowledging, given that spatially distributed 

hydrophone measurements are physically driven by a 

common hydrodynamic source. 

2.1.2 Model Evaluation  

To effectively compare the results from machine learning 

models, there are a few common metrics to use. These 

include Mean Absolute Error (MAE), Mean Squared Error 

(MSE), Root Mean Squared Error (RMSE), Mean 

Absolute Percentage Error (MAPE), and 𝑅2 Score.  

The R2 score, or coefficient of determination, will be used 

to compare model accuracy due to its popularity and ease 

of use. It is the predictable portion of variation between the 

dependent and independent variable(s) and is 

mathematically represented in Equation (1). The value is 

typically between 0 and 1, but can be negative for poorly 

performing models. The closer to 1, the better.   

𝑅2 = 1 − 
𝑆𝑆𝑟𝑒𝑠

𝑆𝑆𝑡𝑜𝑡
 =  

∑ (𝑦𝑎𝑐𝑡𝑢𝑎𝑙  −  𝑦𝑝𝑟𝑒𝑑)
2

𝑖

∑ (𝑦𝑎𝑐𝑡𝑢𝑎𝑙  −  𝑦𝑎𝑣𝑔)
2

𝑖

 (1) 

Where 𝑆𝑆𝑟𝑒𝑠 = residual sum of squares; 𝑆𝑆𝑡𝑜𝑡= total sum of 

squares; and 𝑦𝑎𝑣𝑔 = average of the predicted values (James 

et al., 2021).  

2.2 Data Processing Tools  

Based on the machine learning techniques to be used, the 

training dataset needs to be sorted and processed to comply 

with the specific formats required by each model. There 

are common methods and tools for preparing data, 



determining training parameters, and validating results. 

The following were adopted for the three separate analyses 

in this work. 

2.2.1 Z-Score   

Any outliers in the data will need to be filtered out, as they 

can skew analyses and lead to inaccurate results. This is 

done by computing the standard score, also called the z-

score, for the prediction values in the data set. This score 

represents how many standard deviations a value is from 

the mean, as seen in Equation (2). 

𝑍 =
(𝑋 − 𝜇)

𝜎
 (2) 

Where X = data point; 𝜇= column mean; and 𝜎 = column 

standard deviation (Han et al., 2012).  

For each column of data, the z score is calculated for 

individual values based on the column’s mean and 

standard deviation. If the z score for a value is larger than 

3 standard deviations, plus or minus, that row is considered 

an outlier and is removed.  

2.2.2 Scaling and Standardization  

An important step to building machine learning models is 

to scale and/or standardize the data. Scaling means 

changing a set of values to be within a fixed range while 

preserving the distribution. Standardization will transform 

the data so that the mean is 0 and the standard deviation is 

1 (Géron, 2019). Generally speaking, data should be scaled 

and/or standardized when the model is distance-based, 

such as K-Nearest Neighbours (KNN), Ridge, and Epsilon 

Support Vector (SVR) regression, and should be 

considered on gradient descent-based models, such as 

gradient boosting. The model's outputs need to be 

converted back to their original magnitudes using an 

inverse transformation to reverse the normalization.    

2.2.3 Grid Search  

A grid search is used to identify the best parameters for 

each model. This works by taking the desired estimator 

(i.e., a machine learning model) and a dictionary object 

containing lists of possible hyperparameters to try. The 

combination of parameters that yields the highest average 

performance, as determined by cross-validation and 

configurable to any commonly used scoring metric, can 

then be retrieved. The grid search can also test scaled, 

standardized, and unchanged data, with the best method 

reported alongside the other parameter results (Géron, 

2019).  

This method of parameter searching couldn’t be used 

directly for neural networks due to library restrictions, so 

trial and error, with the help of defaults and definitions for 

the input parameters, is used to find the best parameters for 

those models.   

2.2.4 Leave-One-Out Cross-Validation (LOOCV)  

Ideally, a machine learning dataset would include many 

different runs. This would allow multiple runs to be left out 

for testing to avoid data leakage, while still providing 

sufficient data for training. This isn’t the case for either 

model’s datasets. Thus, the Leave-One-Out Cross-

Validation method was used to split the data.   

This method, as the title suggests, involves training each 

machine learning model multiple times. Each round of 

training left a different run out for testing. This unseen data 

was then used to test the model’s accuracy and calculate 

performance metrics, providing a thorough assessment of 

how the machine learning models handled the data and 

identifying any run-specific issues. The total number of 

runs in the data equalled the number of models produced 

(James et al., 2021).    

2.3 Datasets and Data Preparation  

2.3.1 Time-averaged Performance Model  

The dataset used for time-averaged performance machine 

learning modelling consists of time-averaged propulsor 

performance measurements obtained from extensive 

physical model tests conducted at the National Research 

Council’s Ocean, Coastal and River Engineering Research 

Centre (NRC-OCRE) facilities over the past two decades. 

The database includes 125 propulsor test cases (~1450 data 

points) covering both conventional and podded propulsor 

configurations operating in open-water and cavitating 

conditions, as well as straight-ahead and azimuthing 

orientations, as seen in Figure 1. Eight input features 

describing propeller geometry, operating condition, and 

cavitation state were used to characterize each case. The 

target outputs include key hydrodynamic performance 

coefficients, such as the propeller thrust coefficient 𝐾𝑇, duct 

thrust coefficient 𝐾𝑇D, and pod unit thrust coefficient 

𝐾Tunit, and torque coefficient 10𝐾Q. All measured data were 

used directly without smoothing or curve fitting. Further 

details of the data used can be found in Islam (2021). 

 

Figure 1: Selected propeller images corresponding to 

datasets used for developing the machine learning model for 

open-water hydrodynamic performance prediction.  

The machine-learning model was developed using a feed-

forward neural network (FFNN) to approximate the 

nonlinear relationship between propulsor parameters and 

time-averaged performance coefficients. The input matrix 

consisted of eight normalized features, scaled using min-



max normalization to improve numerical stability during 

training. The neural network architecture included eight 

input neurons, one hidden layer with 60 neurons, and 

output neurons corresponding to the predicted 

hydrodynamic coefficients. The network was trained using 

the Levenberg-Marquardt backpropagation algorithm, 

with the dataset divided into training (70%), validation 

(15%), and test (15%) subsets to evaluate predictive 

accuracy and generalization capability.  

2.3.2 Propeller-Induced URN-SPL (Harmonics) Model  

The model-scale URN dataset used for machine-learning 

development originates from an experimental campaign, 

which used measurements from NRC-OCRE’s 200 m 

Clear Water Tank (CWT) (Islam et al., 2025). The tests 

measured underwater radiated noise and associated 

pressure signals from a non-cavitating propeller operating 

under self-propulsion and bollard-pull conditions using an 

array of near- and far-field hydrophones (a total of six 

distributed locations). The dataset contains acoustic 

measurements across multiple propeller shaft and vessel 

speeds, capturing blade-passing frequency tones and 

harmonic pressure fluctuations, providing a structured 

experimental dataset suitable for training ML models to 

predict propeller-induced sound pressure time series and 

processed URN behaviour in 1/3-octave bands.  

The harmonics model developed URN predictions at 

model scale using the hydrophone data, yielding two 

separate input datasets. One with various ship speeds, and 

another with a bollard pull condition, or a zero-advancing 

speed. Both conditions were tested with RPS values of 

4.45, 5.41, 6.26, and 6.80. Under these conditions, acoustic 

measurements were taken over a frequency range from ~3 

Hz to ~3162 Hz. This resulted in four subsets of data for 

each dataset, each with its own RPS value and speed (0.0 

m/s or 0.917, 1.101, 1.284, and 1.376 m/s, respectively). 

The output sound pressure level was reported at five 

measurement locations: 0.366m, 0.348m, 0.236m, 0.348m, 

and 0.365m from the origin.  

The input for this machine learning problem includes three 

features: speed, RPS, and frequency. Of these, speed and 

RPS are static for each run. There are eight runs in total, 

each with different static inputs, as shown in Table 1. Runs 

5 to 8 represent a bollard-pull condition. 

Table 1: Speed and RPS for each run. 

Run Speed RPS 

1 0.917 4.45 

2 1.101 5.41 

3 1.284 6.26 

4 1.376 6.80 

5 0 4.45 

6 0 5.41 

7 0 6.26 

8 0 6.80 

The model output comprises five sets of continuous 

frequency-response values, one per hydrophone location. 

The H1 frequency response across all eight runs is 

presented in Figure 2. The remaining sensor locations 

exhibit qualitatively similar behaviour. Across all runs, the 

transfer function magnitude decreases with increasing 

frequency, consistent with the low-pass characteristics 

typical of hydroacoustic frequency-response functions in 

confined water environments. While run-to-run variability 

is evident, particularly at low frequencies below 500 Hz, 

where peak amplitudes span approximately 25 dB, the 

underlying spectral shape and roll-off trend are 

consistently preserved across all eight runs. This 

combination of repeatable global structure and bounded 

local variability is well-suited to pattern recognition by a 

machine learning model, providing sufficient consistency 

for generalization while retaining the inter-run diversity 

necessary for robust training. 

 

Figure 2: The normalized 1/3 Octave band Radiated Noise 

Level (RNL) for Hydrophone Location H1. 

This data was combined into a singular table and analyzed 

for outliers and/or missing values. Rows found to have 

either issue should be removed, as many machine learning 

models are negatively affected by this. However, no 

outliers were identified using the Z-score, and no missing 

values were found in the data, so all rows remain. To help 

keep track of each run for LOOCV, a “Run” column was 

added to this table. This contains integers 1 through 8 to 

identify the individual run sets, as shown in Table 1. The 

data was then split into training and test subgroups. 

Due to the nature of the data, some model types weren’t 

expected to perform well and were omitted from testing. 

For example, a linear relationship is required for a linear 

model, such as the Ridge model, to be useful. Likewise, the 

polynomial model requires a polynomial relationship 

between the input and output variables, which is not the 

case here.   

2.3.3 Propeller-Induced Pressure (Time-Series) Model  

The dataset used for machine-learning modelling of 

propeller-induced hull pressure time series was generated 

through a structured Design of Experiments (DOE) 

approach combined with CFD simulations. Thirty-five 

propeller geometries were created by systematically 



varying key design parameters, including diameter, blade 

thickness ratio, rotational speed, pitch-to-diameter ratio 

(PoD), and blade number; see Figure 3. The diameters 

range from 0.90 to 1.10, the thicknesses range from 0.80 to 

1.20, the RPSs range from 4.50 to 11.00, the PoDs range 

from 0.90 to 1.30, and the number of blades range from 3 

to 5.   

 

Figure 3: Selected propeller geometry used for CFD 

predictions of induced pressure at different hull locations. 

A snapshot of each run’s features is shown in Table 2. Each 

output contains the pressure at 12 points on the propeller 

(P1-P12) over a 30-second period. These are high-

frequency oscillatory waveforms that will then be 

converted to noise. Further details of the time-series 

dataset are provided in Islam (2024). 

Table 2: Some of the input parameters per run. 

For each configuration, unsteady CFD simulations were 

performed under bollard-pull conditions to obtain pressure 

signals at locations corresponding to hull pressure sensors. 

The resulting dataset captures the relationship between 

propeller geometry and pressure fluctuations and serves as 

a benchmark for evaluating ML models against 

conventional empirical DOE-based approaches (Islam, 

2024) for predicting propeller-induced hull pressure, 

associated vibration, and URN. The first run within this 

data is plotted in Figure 4.  

 

Figure 4: The CFD-predicted pressure time-series for one of 

the 35 runs (run 1). 

All predicted time series require a warm-up period for each 

propeller, during which the pressure values are unstable. 

This is visible in Figure 4. In each run scenario, the plot 

levels out by the 10-second mark. Thus, the first 10 

seconds of the data for this model were removed to reduce 

noise. Figures 5 and 6 show the time-series plots for two 

of the runs after normalization. 

 
Figure 5: Normalized pressure time-series plots for run 12. 

 
Figure 6: Normalized pressure time-series plots for run 35. 

Using the Z-score method, outliers in the prediction values 

are removed from the data set. A sub-dataset is created for 

each run to make LOOCV easier to use, each with its own 

input parameters and pressure predictions.   

Due to the nature of the dataset, some models were not 

considered. Linear regression, for example, requires 

linearity between independent and dependent variables. 

The ridge model is a type of linear regression, thus 

unsuitable. The polynomial model, while non-linear, 

requires a polynomial relationship between input and 
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Run Diameter Thickness RPS PoD Blades 

1 0.907 0.8 11 0.9 3 

2 0.929 1.2 6.9375 1.28 4 

3 0.956 0.8 7.1975 1.178 5 

4 1.1 0.8 8.725 1.3 4 

5 1.1 1.2 4.5 0.9 4 

… … … … … … 

31 0.9 0.9 11 1.178 4 

32 0.972 1.032 5.046 1.3 3 

33 1.08 1.2 4.5 1.286 3 

34 0.9 0.8 4.5 1.3 3 

35 1.1 0.8 4.5 0.9 5 



output variables. This means it would not be a good fit for 

this dataset either.  

2.3.4 Additional Processing for Pressure (Time-series) 

Modelling   

For modelling the pressure time series, adding a time series 

of blade rotation angles as input was necessary for the 

model to learn the output pattern and improve the results.  

To calculate the blade angle series, the shaft angle is 

determined at each time step. This is achieved by first 

converting the angular velocity from RPS to deg/s, i.e., the 

run’s RPS multiplied by 360. This outcome, multiplied by 

each time step and wrapped to the range 0 to 360 degrees 

(to represent continuous rotation), yields the shaft angles 

for a run. Each blade is located at a slightly different angle 

around the shaft, so a phase shift is calculated for each. 

This is determined by dividing 360 degrees by the total 

number of blades on the propeller and multiplying by the 

blade’s index (blade number minus one). Finally, the blade 

angle for each time step is calculated as the sum of the 

shaft’s angular position and its corresponding phase shift, 

which is also constrained to 0 to 360 degrees.  

These blade angles are then adjusted to eliminate any 

phase difference between the angle and the pressure 

output, making the two sets of values closely correlated. 

For runs with a lower number of blades than others, the 

non-existent blade’s column, such as blade 4 in a propeller 

with only 3 blades, is filled with NaNs or zeros, depending 

on what the machine learning model can take as an input.  

A model predicting the propeller-induced pressure in the 

near- or far-field at a reasonably high resolution can be 

converted to decibels using a logarithmic scale. The sound 

pressure level equation, as defined in ISO 18405 (2017), is 

given by Equation (3). Note that the standard reference 

pressure for underwater acoustics (𝑃𝑟𝑒𝑓) is 1 μPa (ISO 

1683, 2015). 

𝑆𝑃𝐿 = 20 ∗   log10 (
𝑃𝑟𝑚𝑠

𝑃𝑟𝑒𝑓

) (3) 

Where 𝑃𝑟𝑚𝑠 = sound pressure in Pa; and 𝑃𝑟𝑒𝑓= reference 

sound pressure. 

3 RESULTS & DISCUSSIONS 

3.1 Machine Learning Model Predictions and 

Performance 

3.1.1 Propeller Performance Model  

The performance of the developed feed-forward neural 

network (FFNN) for predicting the time-averaged 

propeller performance matrices was evaluated using mean 

square error (MSE) and the correlation coefficient (R) 

between measured and predicted propulsion coefficients. 

Training converged after ~100 epochs, producing very low 

MSE values and strong correlations across all datasets 

(training, validation, and testing), with R values exceeding 

0.998. These results indicate excellent predictive 

capability and good generalization of the model. 

Regression plots and learning curves confirm stable 

convergence and close agreement between measured and 

predicted values across the entire dataset.  

Further validation was conducted by comparing measured 

and predicted trends in propeller performance under 

different operating conditions. As illustrated in Figure 7, 

the ML model satisfactorily predicts the open-water 

performance curves of an arbitrary fixed-pitch propeller. 

Figure 8 shows that the ML model accurately reproduced 

the thrust coefficient behaviour across the four operational 

quadrants for both propeller-only and podded 

configurations. Figure 9 demonstrates similarly strong 

agreement for thrust and torque coefficients under 

cavitating conditions, including cases with limited 

experimental data. These comparisons confirm the 

robustness of the FFNN in capturing nonlinear 

hydrodynamic trends across a wide range of propeller 

geometries and operating conditions.  

 

Figure 7. The measured and ML-predicted open water 

performance curves of an arbitrary propeller. 

 
Figure 8. Measured and ML-predicted hydrodynamic 

performance in the 4-quadrant operations 

 
Figure 9. Measured and ML-predicted hydrodynamic 

performance in cavitation conditions. 



3.1.2 Propeller-Induced URN (Harmonics) Model  

Due to the nature of LOOCV, each machine learning model 

has 8 distinct sets of results. The best and worst score, as 

well as the overall average, is reported for each model in 

Table 3. 

Table 3: 𝐑𝟐 scores reported from each model trained. 

Model Min R2 Avg R2 Max R2 

Decision Tree 0.0376 0.7591 0.9552 

Random Forest 0.2831 0.7613 0.9562 

KNN -1.3542 -0.1240 0.3617 

SVR -0.5993 -0.0958 0.1966 

PLS -0.1819 0.1011 0.3608 

Gradient Boosting 0.2864 0.6963 0.9469 

Neural Network 0.4985 0.7292 0.9571 

The highest average score in Table 3 was found on the 

random forest model. The runs under bollard-pull 

conditions, or at zero speed, proved to be an obstacle for 

all models. Thus, to mitigate the effects of these runs on 

the overall performance, a categorical feature encoding 

was added to help the model learn regime-dependent 

patterns. This proved unsuccessful in improving the R2 

score. To take that concept a step further, separate models 

were created with and without the bollard pull condition. 

While this had minimal impact on the overall results, there 

were some improvements in the bollard-pull condition 

runs. This was further explored by training separate 

regression models for both conditions, as seen in Table 4.  

Table 4: Average R2 scores reported from each model 

trained on the split data, where speed = 0 or speed > 0. 

Model Speed = 0 Speed > 0 

Decision Tree 0.6385 0.8836 

Random Forest 0.6384 0.9193 

KNN 0.5535 0.1283 

SVR -0.0570 0.0655 

PLS 0.0851 0.3362 

Gradient Boosting 0.7021 0.9021 

Neural Network 0.2365 0.9047 

The gradient boosting model for speed zero and the random 

forest model for speeds above zero, averaged together, 

have an R2 score of 0.8107. While not an exceptional 

improvement, it is an improvement over the previous 

highest score of 0.7613.   

The learning curves for these two models are plotted in 

Figures 10 and 11. For each model, the data are confirmed 

to be a good fit, as the validation curve improves with 

increasing training data size and levels off near the training 

curve. These separate models can then be combined into a 

unified pipeline, with the appropriate model being used as 

needed. 

 
Figure 10: Learning curve for the model where speed > 0. 

 
Figure 11: Learning curve for the model where speed = 0. 

To better verify the machine learning models, an Actual vs. 

Predicted plot for the first output (H1) was created for each 

final model (with or without the bollard pull condition). 

The plot in Figure 12 uses the random forest model when 

speed is greater than zero, and the plot in Figure 13 uses 

the gradient boosting model when speed is zero. In these 

plots, the run number highlighted in the legend is the one 

used for testing, i.e., left out of the training set. The dashed 

line represents the actual values, and each scatter point is a 

prediction. Both models prove consistent as values 

increase, with neither model’s predictions deviating 

significantly. However, the bollard pull condition model is 

still performing worse than the other. The predictions in 

that plot are more scattered around the target value line, but 

they still capture the overall trend of the data.  

 
Figure 12: Actual vs. Predicted plots for H1 when speed is 

greater than 0. 



 
Figure 13: Actual vs. Predicted plots for H1 when speed is 

equal to 0. 

All in all, an R2 of 0.8107 is an acceptable score. If the 

speed is greater than 0, the score will be 0.9193. The lower 

score at zero speed suggests there may be unaccounted-for 

variables or features not captured in the data. More data to 

train with would likely improve this outcome for both 

models, as four runs per model is very limited.  

3.1.3 Propeller-Induced Pressure (time-series) Model  

The model predictions significantly improved from the 

preliminary predictions after including the time-series of 

the blade rotation angles as a dynamic input parameter (as 

described in section 2.1.5). Using the LOOCV method then 

resulted in each machine learning model having 35 

different sets of results. These are summarized for each 

model in Table 5. 

Table 5: R2 scores reported from each model trained. 

Model Min R2  Avg R2  Max R2  

Decision Tree -14.5280  -1.0609  0.7046  

Random Forest  -15.8695  -0.6718  0.9999  

KNN -74.7743  -2.7705  0.9712  

SVR -63.2532  -2.9817  0.9950  

PLS -43.8490  -2.2831  0.2578  

Gradient Boosting  -7.3140  0.3597  0.9924  

Neural Network  -4.1453  0.5358  0.9809  

After extensive exploration and testing of different ML 

models, the best-performing model was the Neural 

Network, with an average LOOCV R2 of 0.5358. This is 

a disappointing outcome, likely due to the limited number 

of training runs available. The learning curve for the 

Neural Network model is shown in Figure 14. While this 

model appears to be a decent fit, with the validation curve 

improving as the training data size increases, the gap 

between the training and validation scores at the end of 

the plot suggests overfitting. However, all methods for 

improvement were employed in this model, including 

dropout layers, early stopping, and weight decay tuning, 

but none improved the results.  

 
Figure 14: Learning curve for NN model 

Figures 15 and 16 show the actual versus predicted plots 

for the best and worst runs from the LOOCV tests, 

respectively. The best run, run 29, had a score of 0.9809. 

The worst, run 23, had a score of -4.1453. It’s worth noting 

that only a couple of runs have negative scores, indicating 

the model performs worse than simply predicting the mean 

of the targets (James et al., 2021). This suggests that those 

runs might contain something unusual, likely edge cases or 

noisy runs. Poor input data will result in poor output data, 

and there’s only so much that can be done to mitigate this. 

 
Figure 15: Actual vs predicted results for the best (29) run. 

 
Figure 16: Actual vs predicted results for the worst (23) run. 



The predicted pressure data from this model is then 

converted to decibels using the sound pressure level 

conversion in section 2.1.6.  

3.2 The Integrated Predictive Tool 

The predictive tool is a Python-based graphical user 

interface (GUI) designed to facilitate predictions and 

analyses of hydrodynamic loads, induced pressure, and 

URN of marine propulsors. It integrates the empirical and 

ML-based predictive models into a clean, minimalist 

layout to ensure ease of use. The application uses PyQt 

(Riverbank Computing, 2025), a Python binding for the 

GUI toolkit Qt (Qt Group, 2025).  

The URN Prediction layout is shown in Figure 17. It 

consists of data input controls, technique selection, and 

analysis initiation. A dedicated results display area is 

provided to visualize and summarize the output after 

computation; the image reads “Analyze to view results”. 

The dynamic layout offers multiple prediction models. The 

dropdown menu at the top left, labelled “Technique”, 

allows the user to select from various prediction models, 

each with its own input requirements. Depending on the 

method, the enabled parameters will change. This design 

enables flexibility for future expansion. 

 

Figure 17: URN Predictive Tool’s GUI layout. 

The techniques available in the URN Prediction layout are 

the two discussed in this paper, the harmonics model and 

the pressure model. No matter which method is selected, 

the Analyze button, located at the bottom right of the input 

section, initiates the prediction process once all necessary 

data has been provided. On the right, the placeholder 

message is replaced when the Analyze button is clicked. It 

will display a loading message while processing and will 

contain the prediction results when finished.   

The model's output is processed to populate the results 

pane. Each dataset is put in a table and plotted. This 

information is then placed in a stacked widget, allowing 

one data set to be displayed at a time. An example of the 

results panel is seen in Figure 18. 

 

Figure 18: An example output in the results panel. 

Each tab, aligned at the bottom-left, will display a separate 

set of data, typically including a table and a plot. The plot, 

created with the matplotlib library (Hunter, 2007), has its 

own buttons under it. These buttons include zooming, 

layout preferences, and saving the plot as an image.  Some 

models produce multiple datasets, typically for different 

locations or simply different ways of organizing the data. 

In these cases, each set of datasets corresponds to an item 

in the dropdown menu titled “Results”. The “Save to CSV” 

button at the top right, as its name suggests, prompts the 

user to select a location on their computer’s file system to 

save a comma-separated values (CSV) file of the model 

results.  

The general workflow for these layouts is to first select the 

prediction method (or technique) to use from the 

dropdown. The required parameters will be displayed in 

the input section to the bottom right. Depending on the 

model, this can be variables such as RPS and speed, or an 

input file. Once all necessary fields are filled out, clicking 

the Analyze button will begin the prediction process. It 

could take a few seconds for the results to appear, as this 

will run the corresponding machine learning prediction 

model. The propeller performance layout has similar 

processes and capabilities. 

The tool also allows conversion of the pressure time-series 

into PSD (SPL) and other matrices for an in-depth 

assessment of prediction accuracy. A representative 

pressure data modelling case was used to produce the 

analysis plots in Figures 19, 20, and 21. 



 

Figure 19: Actual vs predicted time-series pressure data. 

 

Figure 20: Actual vs predicted time-series data after PSD 

conversion. 

 

Figure 21: Actual vs ML-predicted accuracy assessments. 

This example model demonstrates strong predictive 

capability across all 12 hull pressure sensors, with 

predicted time-domain signals closely reproducing the 

amplitude envelope and statistical character of the 

measured pressure fluctuations, as evidenced by 

correlation coefficients approaching unity for all sensors 

and normalized mean square errors (NMSE) consistently 

below 0.1. Spectral agreement is similarly encouraging, 

with broadband sound pressure level errors within ±2 dB 

and mean sound level errors within ±2 dB for the majority 

of sensors against the 5% acceptance threshold, while 

dominant frequency errors remain below 1% across all 

sensor locations, confirming that the model captures the 

governing hydrodynamic excitation mechanisms with 

high fidelity despite RMS errors ranging from 

approximately 9 to 27% across individual sensors." 

4 CONCLUSIONS & RECOMMENDATIONS  

Three distinct machine learning models were developed 

and evaluated using datasets derived from time-averaged 

propeller performance, physically measured propeller-

induced URN spectra and CFD-generated hull pressure 

time-series data. The goal of this research is to evaluate the 

machine learning modelling capabilities for predicting the 

performance parameters of marine propulsors in time-

averaged, time-dependent, and frequency-domain 

representations. 

The first, referred to as the time-averaged performance 

model, was developed to predict propeller hydrodynamic 

performance using historical open-water performance 

measurements. The second, referred to as the harmonic 

model, was developed to predict propeller-induced URN 

spectrum. The third, known as the pressure model, 

estimates the propeller-induced dynamical (time-resolved) 

hull pressure.  

The propeller performance modelling demonstrates that 

the developed feed-forward neural network reliably 

predicts the time-averaged hydrodynamic performance of 

both conventional and podded propulsors across a wide 

range of operating conditions, including open-water, 

azimuthing, and cavitating regimes. The low prediction 

errors and high correlation coefficients indicate that the 

ML model successfully captures the nonlinear 

relationships between propulsor geometry, operating 

parameters, and resulting thrust and torque coefficients.  

The frequency domain data (harmonic) model explains 

81.1% of the variance in the data, which is very 

encouraging. The time-dependent pressure model, 

however, explains only 53.58% of the variance and will 

require further development to be useful in practice. These 

supervised-learning multivariate regression models are 

accessible via the GUI developed for this project, making 

them quick and easy to use.   

The next step for this project is to further develop these 

models to predict time-average propeller performance, 

time-resolved propeller-included hull pressure, and 

frequency-resolved URN data by adding more training 

data and improving their predictive performance. This will 

include more full-scale URN measurements and CFD 

predictions of time-resolved performance data. Further 

work will be done to incorporate additional models into the 

prediction application.  
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